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A novel way of using DB Replay 

•  Why search for novel ways to use Oracle 
features 

•  Extends the usefulness of a licensed option 
•  Broadens the argument for licensing the 

feature 
•  Extract more value from Oracle investment 



The inexact science of 
configuration decisions 
•  When deploying new systems or new features, DBA 

must decide on values for a variety of settings 
•  With existing systems, there may be doubt around 

whether settings are optimally set 
•  Settings have many possible values 

–  Initialization Parameters 
•  11g has 290 documented and 1631 undocumented) 

–  Table/Index storage 
•  initrans, freelists, etc. 

–  O/S settings 
•  file I/O options, memory management, processor scheduling options 

–  Storage susbsystem settings 
•  AWR, LVM, filesystem, array 



How to Judge Oracle 
Configuration Decisions 

•  DB time by the application. 

•  Not buffer gets 
•  Not CPU used 
•  Not number of… anything 

•  Just DB time by the application. 



The inadequacy of 
current methods 

•  Current methods are unempirical 
–  Documentation (rules of thumb, formulas) 
–  Whitepapers 
–  Internet sites, “Best Practices” 
–  Default values 
–  Database advisors (9i+) 

•  But requirements vary by customer and application 
•  Above methods no guarantee of applicability 
•  Best bet is the advisors (buffer cache, shared pool) 

–  At least they use some kind of statistics! 



Considering the advisors 

•  Buffer Cache, Shared Pool (Memory) 
•  MTTR Target, Undo Retention 

•  Use proprietary inputs and algorithms 
•  Arrive at estimates of improvement/degradation 

under various scenarios 
•  Assume the internal formulas are equally applicable 

to all environments 
•  Mission-critical customers should strive for a more 

deterministic approach 



  Real Application Testing 

•  Please do not call it “RAT” 
•  Additional license investment 

•  Allows customers to accurately gauge the impact of 
potential changes before production deployment 
–  Upgrades, migration, configuration changes 
–  Initialization parameters 
–  New stats gathering method 

•  Database Replay 
•  SQL Performance Analyzer 



SQL Performance Analyzer 

•  Individual SQL benchmark/comparison engine 
•  Uses SQL Tuning Set as input 
•  Runs and collects performance for each SQL in set 

–  Pre-change (pre-upgrade) 
–  Post-change (post-upgrade) 

•  Compares performance (pre/post) 
•  Not used in this proposed method 

–  Cannot create a workload 



Database Replay 

•  True database workload collection/replay tool 
–  Capture real workload in production 
–  Replay against a clone of production 

•  Provides true levels of concurrency, transaction 
volume, load 

•  Upgrades, platform migrations, architecture changes 
(non-RAC to RAC) 



Database Replay: normal use 



More about DB Replay 

•  11g feature – but don’t let that stop you 

•  Capture backported to 10g, 9i 
–  Native/Parameter in 10.2.0.4 
–  Patch/Parameter in 9.2.0.8, 10.2.0.3 



Solution: Derive settings empirically 
using real workload 

Capture 
Workload 

(Prod) 

Clone Database 
to Capture Start 

SCN 

Load AWR for all 
Replays 

Determine 
Setting with Best 

Performance 

Deploy Optimal 
Setting 
(Prod)  

Flash Back to 
Capture Start 

SCN 

Modify Setting 
(test) 

Replay Workload 
(test) 

Iterate over several setting values 

Use comparison of AWR performance 
data to determine the best setting 

Export AWR 
Snapshot 



Example: DB_CACHE_SIZE 

•  Buffer Cache Advisor differs from real perf. 
•  Conservative: Tends to favor larger cache 
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Find optimal values: Step by Step 
Capture 

Workload 
(Prod) 

Clone Database 
to Capture Start 

SCN 

1.  Capture a peak production workload using 
DB Replay 

–  1-hour workload is written to a local directory 
SQL> exec dbms_workload_capture.start_capture( ‐ 
  name=>'mycapture', ‐ 
  dir=>'MYDIR', duration=>3600) 

2.  Copy workload and clone the database 
–  Clone to the start SCN of the capture 
$ scp /mydir/* test_host:/mydir/ 

RMAN> duplicate target database to test_db until scn 
834023923123; 



Find optimal values: Step by Step 

3.  Choose a setting to test (db_cache_size) 
–  Not restricted to initialization parameters 

•  Freelists, initrans,  
•  Even alter / reload database with import between runs 

–  Block size 
–  Block density (pctfree/pctused) 

–  Not restricted to database settings 
•  O/S, filesystem and storage settings 

4.  Make a list of values to test 
–  Use an advisor as a guide 
–  Select a range (100M – 4G in 100M increments) 

•  100M,200M,300M,400M,etc. 



Find optimal values: Step by Step 
5.  Process the capture 

SQL> exec dbms_workload_replay.process_capture( ‐ 
 capture_dir=>'MYDIR') 

6.  Loop over setting values: 
a.  Modify the setting 
SQL> alter system  
set db_cache_size = 100M; 

b.  Replay the workload 
SQL> exec dbms_workload_replay.initialize_replay( ‐ 

 replay_name=>'myreplay', replay_dir=>'MYDIR') 
SQL> exec dbms_workload_replay.prepare_replay 
$ wrc system@test_db replaydir=/mydir 
SQL> dbms_workload_replay.start_replay; 

c.  Wait for completion 
d.  Export AWR snapshots from this replay 

SQL> exec dbms_workload_replay.export_awr(replay_id=>1) 

e.  Flash back to Capture SCN 
SQL> flashback database to scn 834023923123; 

Flash Back 
to Capture 
Start SCN 

Modify 
Setting 
(test) 

Replay 
Workload 

(test) 

Export AWR 
Snapshot 



Find optimal values: Step by Step 
7.  Compare AWR for all Replays 

–  Import all AWR exports for replays 
SQL> exec dbms_workload_replay.import_awr(1,'SYSTEM') 

SQL> exec dbms_workload_replay.import_awr(2,'SYSTEM') 

SQL> exec dbms_workload_replay.import_awr(3,'SYSTEM') 

etc… 
–  Each assigned a random DBID visible in 

dba_workload_replays(awr_dbid) 

8.  Determine best setting 
–  Oracle advisors: “x time as a % of DB time” 
–  DB time in dba_hist_sys_time_model 
–  AWR views (dba_hist_*) have other metrics 
–  Always join/restrict by snap_id and dbid 

9.  Deploy setting in production 

Load AWR for all 
Replays 

Determine 
Setting with Best 

Performance 

Deploy Optimal 
Setting 
(Prod)  



Bare-bones perl script: derive.pl 

•  Request from me by email 
–  jwilton@bluegecko.net 

•  Does the iteration piece 
•  You provide: 

–  Clone DB name 
–  SYS password 
–  Start SCN 
–  Replay directory name 
–  Parameter to modify 
–  List of values to try 



Items Learned in this Session 
•  With DB Replay Oracle now has the ability to 

empirically determine the best values for various 
settings  

•  With very little effort, you can write a script to iterate a 
workload replay over several setting values 

•  Empirically derived values are better than: 
–  Guessing 
–  Estimates 
–  Rules of thumb 
–  Best practices 



Come to my session tomorrow 

•  Breaking Oracle 11g: Simulating Failures for 
Testing and Practice 

•  Wednesday 1:30-2:30 

•  Room 224A 



Questions? 
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